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The classical theory of linear filtering was the creation of mathematicians and electrical
engineers during and immediately after the Second World War. The developments were
largely in aid of military technology. The contributions of Wiener and Kolmogorov were
addressed, originally, to the problems of ant-aircraft fire control. Thereafter, the theory
was applied to a wide range of problems in communications engineering and in electro-
acoustic engineering.

These advances were succeeded by a revolution in digital communications, which has
involved the conversion of continuous-time formulations to their discrete-time counteparts.

The engineering literature is concerned primarily with frequency characteristics of the
signals; and it is commonly assumed, in theory, that the signals are stationary in the wide
sense, which excludes trends. Also, it is assumed that the signals are of an indefinite
duration, such that any end-of-sample problems can be ignored.

Econometricians, by contrast, are concerned, primarily, with short trended data sequences.
They have tended to conduct their analyses in the time domain as opposed to the frequency
domain. Our aim it to apply the engineering concepts, where applicable, to econometric
and other such data.
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The Meaning of the Sampling Theorem

An insight into the relationship between the discrete and the continuous began to emerge
in the early years of cinematography.

A moving picture is created from a succession of images that capture instants in the
trajectories of moving objects. In the early years of the cinema, the rate at which the
images succeeded each other was too slow to produce a convincing depiction of smoothly
continuous motion.

When sampling is insufficiently rapid, the sample may be afflicted by the problem of
aliasing, whereby high-frequency components of the signal are proxied by motions of lower
frequency that fall within the resolution of the sample.

An example of aliasing, which is familiar to cinema goers of more than a certain age,
concerns the image of a fleeing stage coach. The rapidly rotating wheels of the coach have
a seemingly slow and sometimes retrograde motion.

Sampling at an insufficient rate entails an irremediable loss of information. Sampling at
an excessive rate can also lead to problems; but these can be remedied.
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Figure 1. The sinc function wave-packet ϕ(t) = sin(πt)/πt comprising frequencies in the interval
[0, π].
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The Nyquist-Shannon Sampling Theorem

The Fourier integral transform of a continuous function x(t) has the following expressions
in the time domain and the frequency domain:

x(t) =
1
2π

∫ ∞

−∞
ξ(ω)eiωtdω ←→ ξ(ω) =

∫ ∞

−∞
x(t)e−iωtdt. (1)

However, with the frequencies bounded by the Nyquist value of π, this becomes

x(t) =
1
2π

∫ π

−π

ξS(ω)eiωtdω ←→ ξS(ω) =
∞∑

k=−∞
xke−ikω, (2)

where {xk; k = 0,±1,±2, . . .} is sampled at unit intervals from x(t). Putting the RHS of
(2) into the LHS and interchanging the order of integration and summation gives

x(t) =
1
2π

∞∑
k=−∞

xk

{∫ π

−π

eiω(t−k)

}
dω =

∞∑
k=−∞

xkϕ(t − k), (3)

where

ϕ(t − k) =
sin{π(t − k)}

π(t − k)
(4)

is a the so-call sinc function. The RHS of equation (3) defines a sinc function interpolation.
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Figure 2. The wave packets ϕ(t/2− k), which are bounded in frequency by π/2, suffer no mutual
interference when k ∈ {0,±2,±4,±6, . . .}.
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The Wrapped Sinc Function and the Dirichlet Kernel

An evident difficulty with this theorem lies in the fact that the sinc functions are supported
on the entire real line.

Therefore, every sinc function that is indexed by the integers {k = 0,±1±2, . . .}, denoting
their displacements, will be present at every point on the real line.

This means that the process of creating the continuous trajectory by adding the sinc
functions of varying amplitudes and at successive displacements would entail an infinite
sum.

However, the empirical data sequences, which are supported only on a finite set of T
contiguous integer points, can be regarded as circular sequences. Therefore, the kernel
functions that are to be applied to the sampled ordinates are circular or, equivalently,
periodic sinc functions.

The sinc functions are wrapped around the circle of circumference T and their overlying
ordinates are added to create so-called Dirichlet kernels. These kernels are applied to the
circular data sequence in place of the sinc functions.

The set of Dirichlet kernels at unit displacements provides the basis for the set of periodic
functions limited in frequency to the Nyquist interval [−π, π].
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The Wrapped Sinc Function and the Dirichlet Kernel

Let ξS
j be the jth ordinate from the discrete Fourier transform of T = 2n points sampled

from the function. If the function is frequency-limited to π radians, then there is

x(t) =
T−1∑
j=0

ξS
j eiωjt ←→ ξS

j =
1
T

T−1∑
t=0

xte
−iωjt, ωj =

2πj

T
. (5)

Putting the expression for the Fourier ordinates into the series expansion of the time-
domain function and commuting the summation signs gives

x(t) =
T−1∑
j=0

{
1
T

T−1∑
k=0

xkeiωjk

}
eiωjt =

1
T

T−1∑
k=0

xk


T−1∑
j=0

eiωj(t−k)

 . (6)

The inner summation gives rise to the Dirichlet kernel:

ϕ◦
n(t) =

T−1∑
t=0

eiωjt =
sin([n − 1/2]ω1t)

sin(ω1t/2)
, ω1 =

2π

T
. (7)
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Figure 3. The frequency-domain rectangle sampled at M = 21 points.
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Figure 4. The Dirichlet function sin(πt)/ sin(πt/M) obtained from inverse Fourier transform of a
frequency-domain rectangle sampled at M = 21 points.
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Fourier Interpolation and Dirichlet Kernel Interpolation

What this shows is that the Fourier expansion can be expressed in terms of the Dirichlet
kernel, which is a circularly wrapped sinc function:

x(t) =
1
T

T−1∑
k=0

xkϕ◦
n(t − k), where ϕ◦

n(−k) = ϕ◦
n(T − k). (8)

The functions {ϕ◦(t − k); k = 0, 1, . . . , T − 1} are appropriate for reconstituting a con-
tinuous periodic function x(t) defined on the interval [0, T ) from its sampled ordinates
x0, x1, . . . , xT−1.

However, the periodic function can also be reconstituted by an ordinary Fourier interpo-
lation

x(t) =
T−1∑
j=0

ξje
iωjt =

[T/2]∑
j=0

{αj cos(ωjt) + βj sin(ωjt)} , (9)

where [T/2] denotes the integral part of T/2 and where αj = ξj+ξT−j and βj = i(ξj−ξT−j)
are the coefficients from the regression of the data on the sampled ordinates of the cosine
and sine functions at the various Fourier frequencies.
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The Problem of Aliasing

Consider a pure cosine wave of unit amplitude and zero phase displacement of which the
frequency is ω ∈ [π, 2π], so that 2π − ω = ω∗ ∈ [0, π]. Let t ∈ {0,±1,±2, . . .}. Then,

cos(ωt) = cos{(2π − ω∗)t}
= cos(2πt) cos(ω∗t) + sin(2πt) sin(ω∗t) = cos(ω∗t),

(10)

which indicates that cos(ωt) and cos(ω∗t), which is its alias, are observationally equivalent.

Frequencies beyond the Nyquist interval [−π, π] are mapped into that interval by a process
of circular wrapping. The interval [−π, π] corresponds to the angles made with the positive
horizontal axis by the radius of a circle.

For positive frequencies ω > 0, the segment [0, ω] is wrapped around the circle in an
anticlockwise sense. The end of the wrapped segment marks the tip of a radius of which
the angle ω∗ is the alias of ω. For a negative frequencies ω < 0, the segment [ω, 0] is
wrapped around the circle in a clockwise sense.

The effect, for a positive frequency ω > 0, is that a multiple k of 2π, which is the number
of windings rounded to the nearest integer, is subtracted such that ω∗ = ω−k2π ∈ [−π, π].
whereas, for negative frequencies, a multiple of 2π is added to produce same effect.
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Figure 5. The values of the function cos{(11/8)πt} coincide with those of its alias cos{(5/8)πt}
at the integer points {t = 0,±1,±2, . . .}.
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Figure 6. A diagram to illustrate the aliasing of frequencies when the Nyquist frequency is at π
radians per sample interval. The arcs with the broken lines correspond to negative frequencies.
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Over-rapid Sampling and ARMA Estimation.

If the rate of sampling is in excess of the maximum data frequency, then the periodogram
of the data will exhibit a dead space [ωc, π] running from the the maximum data frequency
ωc up to the limiting Nyquist frequency of π wherein the ordinates ρ2

j = α2
j +β2

j will have
negligible values, attributable only to noise contamination.

The appropriate remedy will be to reconstitute a continuous trajectory by a Fourier syn-
thesis based on the coefficients αj , βj from within the frequency interval [0, ωc) and to
resample the data at the rate of one observation in every time interval of length π/ωc.

In practice, there may be small elements of noise in the deadspace [ωc, π], which may have
a significant effect when ARMA estimates are obtained from the original data. A quite
different effect will arise when the noise is removed from the data.

Figure 7 shows the deviations of the logarithms of the index of UK domestic expenditure
from an interpolated linear trend. The smooth trajectory, which has been synthesised
from the Fourier ordinates of the data that fall in the interval [0, π/8], corresponds to the
business cycle.

Figure 8 shows the periodogram of these data. The highlighted band masks the frequency
content of the business cycle. Figure 9 shows the peridogram of the business cycle obtained
by resampling the smooth trajectory of Figure 7, with the parametric spectrum of an
estimated AR(2) model superimposed.
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Figure 7. The deviations of the logarithms of the index of UK domestic expenditure from an
interpolated linear trend. The smooth trajectory, which has been synthesised from the Fourier
ordinates of the data that fall in the interval [0, π/8], corresponds to the business cycle.
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Figure 8. The periodogram of logarithmic expenditure data of Figure 7.
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Figure 9. The periodogram of peridogran of the business cycle obtained by resampling the smooth
trajectory of Figure 7, with the parametric spectrum of an estimated AR(2) model superimposed.
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Linear Filters

Let {φj = φ(j); j = 0,±1,±2, . . .} be sampled from the kernel function φ(j). Then, {xt =
x(t); t = 0,±1,±2, . . .}, sampled from the continuous trajectory x(t) =

∑
k ykφ(t−k), can

be generated by a discrete-time convolution such that

xt =
∞∑

k=−∞
ykφt−k =

∞∑
k=−∞

φkyt−k. (11)

The first expression on the RHS corresponds to kernel function interpolation. The second
expression depicts filtering as a matter of forming a moving average of the data.

By associating zt to each element xt and by summing, we get the z-transform∑
t

xtz
t =

∑
t

{ ∑
j

φjyt−j

}
zt =

{ ∑
j

φjz
j

}{ ∑
t

ytz
t

}
,

or x(z) = φ(z)y(z).

(12)

The convolution becomes a polynomial multiplication. The z-transform φ(z) of the filter
coefficients is described as the transfer function of the filter. The sequence {φj ; j =
0,±1,±2, . . .} of the filter coefficients is the impulse response of the filter.
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The Gain and Phase Effects

The frequency response of the filter, which is a continuous function of the frequencey ω ∈
[−π, π], is the result of mapping the complex exponential sequence {cos(ωt)+ i sin(ωt)} =
{exp(iωt)} through the filter defined by the coefficients φj to give∑

j

φje
iω(t−j) =

{ ∑
j

φje
−iωj

}
eiωt = φ(ω)eiωt. (13)

The complex-valued frequency response function is

φ(ω) = |φ(ω)|eiθ(ω). (14)

On the RHS, there is the gain or amplification effect |φ(ω)|, which corresponds to the
modulus of the complex function, and the phase or time-delay effect θ(ω), which corre-
sponds to its argument. A symmetric filter, with φ−j = φj for all j, will have no phase
effect.

It is convenient to represent the frequency response and the squared gain of the filter by

φ(z) =
∑

j

φjz
j and |φ(z)|2 = φ(z−1)φ(z), with z = e−iω. (15)
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The Henderson Filters

Until recently, the Henderson filters, which are used in the X11 seasonal-adjustment
progam, have been amongst the dominant filters of econometric anaylsis.

These filters, which are realised as finite-order moving averages, apply a cubic polynomial
interpolation to subsets of the data that fall within a window that moves step-by-step
through the data.

The value xt of the smoothed sequence, which replaces the data value yt, is the central
value of the fitted polynomial. The essential property of the filter is that it will transmit
a cubic time trend without alteration.

In order to cater to the end-of-sample problem that affects trended data, the coefficients
of the filter are adapted as it nears the ends of the sample. These adapted coefficients are
based on the assumption of a linear trend in the data.

A procedure based on a time-invariant filter that overcomes the end-of-sample problem by
using extrapolations based on sample values can be replaced by an equivalent procedure
that applies a time-varying filter to points within the sample.

Since the Henderson filter is based on a cubic polynomial interpolation, it is natural to
use a cubic function as the means of extrapolation. This approach has been adopted
by Kenney and Durbin, who propounded an equivalent method for adapting the filter
coefficients.
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Figure 10. The coefficients of the symmetric Henderson filter of 23 points.
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Figure 11. A trend, determined by a Henderson filter with 23 coefficients, interpolated through
the 160 points of the logarithmic consumption data.
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Figure 12. The frequency response function of the Henderson moving-average filter of 23 terms.
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Methods of Trend Extraction

In smoothing trended data, one can begin by interpolating a firm trend function. Then,
a lowpass filter can be applied to the residuals obtained by subtracting the interpolated
function from the data. The filtered sequence can be added back to the trend function.

If the data have a underlying exponential trajectory, then it is appropriate to interpolate
a straight line through their logarithms. An example is provided by the U.K. quarterly
index of consumption for the years 1955 to 1994, which followed an exponential trend.

A weighted least-squares procedure can be used in fitting a polynomial to the data. By
attributing extra weight to the data at the ends of the sample, one can alleviate the
end-of-sample problem by reducing the residual deviations at the ends.

Whenever there is a jump or a break in the data, there is a choice of whether to accommo-
date the break within the trend function or whether to accommodate it within the residual
sequence.

A trend function that absorbs the break can be determined using a Hodrick–Prescott filter
in which the smoothing parameter λ is allowed to vary throughout the sample. By giving
a high value to the smoothing parameter, a stiff curve can be generated, which approaches
a straight line as λ → ∞.

Structural breaks can be accommodated by reducing the value of λ in the neighbourhood
of the break, When λ → 0, the filter tends to transmit the unaltered data values.
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Figure 13. The logarithms of annual U.K. real GDP from 1873 to 2001 with an interpolated trend.
The trend is estimated via a filter with a variable smoothing parameter.
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Methods of Extrapolation

When the data are deemed to have been generated by a statistically stationary mean-
zero process, or when a trend has been extracted, it may be appropriate to proxy the
extra-sample elements by their zero-valued unconditional expectations.

A more careful procedure is to reflect the data around the endpoints to create m extra-
sample points at each end, sufficient to enable the filter to generate values x0 and xT−1 to
replace the data values y0 and yT−1. A taper can also be applied to these extrapolations
whereby they should converge towards zero.

An alternative and an equivalent recourse is to fold back the filter coefficients that would
otherwise extend beyond the ends of the sample and to add them to the coefficients that
lie within the sample. Thus, in the case where the filter has 2m + 1 = 7 coefficients, with
m = 3, the following filters would be applied at the upper end of the sample:

φ(z) = φ3z
−3 + φ2z

−2 + φ1z
−1 + φ0 + φ1z

1 + φ2z
2 + φ3z

3,

φ(1)(z) = φ2z
−2 + (λφ1 + φ3)z−1 + φ0 + φ1z + φ1z

2 + φ2z
3,

φ(2)(z) = φ1z
−1 + (λφ0 + φ2) + (λ2φ1 + φ3)z + φ2z

2 + φ2z
3,

φ(3)(z) = φ0 + (1 + λ)φ1z + (1 + λ2)φ2z
2 + (1 + λ3)φ3z

3.

(16)

Here, λ ∈ [0, 1] is the factor that imposes a taper on the folded coefficients.
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Figure 14. The quarterly series of the logarithms of consumption in the U.K., for the years 1955
to 1994, together with a linear trend interpolated by least-squares regression.
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Figure 15. The residual sequence from fitting a linear trend to the logarithmic consumption
data with an interpolated line representing the business cycle, obtained by the frequency-domain
method.
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Differencing and Re-inflation

A common way of removing the trend from the data sequence is to apply a differencing
operator. A twofold differencing operator will reduce a linear trend to zero. Once the
diffenced data sequence has been filtered, it can be reinflated via a summation operation,
which is the anti-differencing operator.

The twofold backward difference operator and its inverse are

∇2(x) = (1 − z)2 = 1 − 2z + z2 and Σ2(z) = (1 − z)−2 = {1 + 2z + 3z2 + · · ·}. (17)

The matrix form of the operator, which is applicable to a finite data vector is illustrated,
for a sample size of T = 5, by

∇2
5 =

[
Q′

∗
Q′

]
=


1 0 0 0 0
−2 1 0 0 0

1 −2 1 0 0
0 1 −2 1 0
0 0 1 −2 1

 and Σ2
e = [S∗ S ] =


1 0 | 0 0 0
2 1 | 0 0 0
3 2 | 1 0 0
4 3 | 2 1 0
5 4 | 3 2 1

 . (18)

Observe that, in applying the matrix difference operator Q′, two data points are lost.
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Re-inflation of the Differenced Components

Let the data vector y = x + h be resloved into a lowpass component x and a highpass
component h. These must be recovered from their differenced versions g = Q′x and
k = Q′h, which are the components of the vector d = Q′y = g + k that is subject to the
filtering.

The recovered vectors are

x = S∗d∗ + Sd where d∗ = (S′
∗S∗)−1S′

∗(y − Sd) (19)

and
h = S∗k∗ + Sk where k∗ = −(S′

∗S∗)−1S′
∗Sk. (20)

Here, d∗ an k∗ are the initial conditions that are obtained via the minimisation of the
function

(y − x)′(y − x) = (y − S∗d∗ − Sd)′(y − S∗d∗ − Sd)
= (S∗k∗ + Sk)′(S∗k∗ + Sk) = h′h,

(21)

which ensures that the estimated trend x adheres as closely as possible to the data y.

Since x and h are complementary components of y, only one of them needs to be estimated.
It is appropriate to estimate the higpass component h, which represent stationary process.
Then, x = y − h can be obtained by subtraction.
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Filtering in the Frequency Domain

The frequency-domain approach to linear filtering involves the direct modification of the
Fourier ordinates of the data in accordance with the desired frequency response of the
filter. By attenuating or by nullifying certain of the ordinates, a clearer impression of the
remaining features of the data can be gained. The freedom to adopt a frequency response
that is attuned to the characteristics of the data gives the approach a superior flexibility.

In a Fourier analysis, the data sequence is treated as a single cycle of a perpetual periodic
function, described as the periodic extension of the data. Equivalently, the data can be
envisaged as a circular sequence.

To avoid any disjunction at the point on the circle where the head of the data is joined
to the tail or, equally, in the periodic extension where the end of one replication joins the
beginning of the next, it is necessary to ensure not only that the data are free of trend
but also that the two ends reach the same level.

To avoid a disjunction in the circular sequence, the two extrapolations that are added at
the ends of the data should reach the same value at their furthest points. This can be a
achieved using the weights

wj = 0.5 cos{1 + πj/(N + 1)}; j = 0, 1, . . . , N + 1, (22)

which descend from unity when j = 0, which marks an endpoint of the sample, to zero
when j = N + 1, which marks the terminal point of the extension.
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Three Approaches to Frequency-Domain Filtering

There are three ways of appying a frequency-domain filter.

The first way involves a reduction of the data to stationarity by subtracting an estimated
trend function. Then, the residual sequence is translated to the frequency domain by the
Fourier transform and the weights implied by the frequency response function are applied
to the Fourier ordinates. The result is translated back to the time domain by an inverse
Fourier transform. If desired, the filtered sequence can be added back to the trend.

The second approach relies on the difference operator to reduce the data to stationarity.
The differenced data are translated to the frequency domain by the Fourier transform. The
weights implied by the frequency response function are applied to the Fourier ordinates
and the result is translated back to the time domain. Then, anti-differencing is achieved
by accumulating the data.

The third approach concentrates on the estimation of the high pass component. The data
are reduced to stationarity via the centralised twofold difference operator, whereafter they
are translated to the frequency domain. The frequency response of high pass filter is
compounded with the frequency response of the anti–differencing operator by dividing the
frequency response of the high pass filter by

(1 − z)(1 − z−1) = 2 − 2 cos(ω) = {2 cos(ω/2)}2, when z = e−iω. (23)

Then, the need to cumulate the data is avoided.
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Ideal Frequency-Domain Filters

One of the advantages of frequency-domain filtering is that it enables the real-
isation an ideal filter. Such filters have instantaneous transitions between their
pass bands and stop bands. This allows spectral structures that are confined to
narrowly demarcated frequency bands to be successfully isolated.

It is often thought that to realise an ideal filter in the time domain would require
a filter with an infinite number of coefficients. This is because the discrete-time
Fourier transform of a frequency-domain rectangle is a doubly-infinite sequence.

However, within the frequency domain, an instant transition between a pass band
and a stop band can be achieved by applying weights of unity and zero to adjacent
Fourier ordinates of the data.

The discrete Fourier transform of the weighting matrix is a circulant matrix,
which can be applied to the data in the time domain via a process of circular
convolution, as is true of any frequency-domain weighting scheme.

Figure 16 shows a weighting scheme in the frequency domain that implements an
ideal low pass filter for a sample of seventeen data points. Interpolated through
the weights is the frequency response function of a linear time-domain filter based
on seventeen central coefficients of the Fourier transform of the frequency-domain
rectangle.
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Figure 16. The frequency response of the 17-point wrapped filter defined over the interval
[−π, π). The values at the Fourier frequencies are marked by circles.
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The Butteworth Filter in the Frequency Domain

The flexibility of the frequency-domain filters is demonstrated by the Butterworth
filter, where the parameter n, which denotes the filter order and which is used
to govern the rate of transition between the passband and the stopband, is no
longer constrained to take an integer value.

This is illustrated in Figure 18, where the frequency rsponse of the filter is shown
for the valuess of n = 0.62, n = 1 and n = 20. In this case, the response is
plotted over both negative and positive frequencies.

The frequency response for the lowpass and highpass Butterworth filters are

ψL(ω) =
1

1 + λ{tan(ω/2)}2n
and ψH(ω) =

1
1 + λ−1{cotan(ω/2}2n

. (24)

The mid point of the transition can be located at any frequency ωc ∈ (0, π). By
solving the equation ψL(ωc) = 1/2, it is found that the value of λ that locates
the mid point at the frequency ωc is

λ = {cotan(ωc/2)}2n. (25)
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Figure 17. The Butterworth function with the parameter values n = 0.62 (the
triangle), n = 1 (the bell) and n = 20 (the boxcar).
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